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ABSTRACT

With the enormous amount of data contained in the WWW, one of the crucial tasks a user has to face is the identification and aggregation of relevant pieces of information to satisfy her current information needs. This paper presents an approach to the system–supported configuration of individualized information services. The programming–by–demonstration approach pursued by the InfoBeans releases the user from learning a programming language or dealing with technical subtleties. The first version of this system will be released this fall.
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INTRODUCTION

The WWW provides an increasing amount of largely unrelated pieces of information like personal homepages as well as dedicated special purpose information systems like weather servers.  However, creating useful and relevant information from several sources to satisfy specific, individual needs is a largely unsupported, challenging task. While mechanisms like the Adaptive Short List [2] and information filtering agents like [6] are first steps towards personalizing the gathering process, the InfoBeans system presented here enables a user to create her own service integrating information from previously unrelated sources.

THE InfoBean FRAMEWORK

After briefly sketching the concept of an InfoBean we provide an example that clarifies the terms and gives some hints about possible applications. Finally, we provide some details about the technical realization of our concepts.

Concept of an InfoBean

The term InfoBean describes a configurable component that encapsulates either an existing information service or specifies a process of information gathering and providing. The component communicates with its environment through channels which serve the purpose to pass information to or obtain data from other components. A simple event handling mechanism is used to control the interplay of connected components. A collection of InfoBeans with a common user interface (a WWW–document accessible by a standard Web–browser) is called an InfoBox.

The Sample ‘Business Travel InfoBox’

Assume the following scenario is given: the user considered is a business traveller who plans all her trips using a Web-based interface to an international flight and hotel reservation system. In the future, she has to plan a number of trips to German cities. In order to be best informed about her next stay it would be nice for her to have access to detailed hotel information, a city map showing the location of the hotel, and local weather data. Browsing some travel related indices she found excellent Web–based services for each of these features in isolation. But, since similar information is required several times, it would be very helpful to access only one page that provides her all relevant data quickly and automatically. Using the InfoBean framework is a comfortable and robust alternative to the complicated and error–prone process of writing a dedicated script (in a language like Perl) in order to obtain such a page.

Figure 1 shows the Web–page that results after the user has finished the configuration of her individual information service. Whenever the user now enters new hotel request information and submits the form  the two InfoBeans considering weather and hotel information are immediately activated. The ‘city map’–InfoBean starts working after the ‘hotel information’–InfoBean has passed the street name into its output channel.

Now, we sketch what the user has done to configure the system to work this way. She loads the InfoBox start page and has access to predefined InfoBeans, her own earlier specified InfoBoxes and InfoBeans and the option to add or change things. As a new user she decides to add an InfoBox called ‘Business travel’ and her browser jumps to a new nearly empty page containing only the InfoBean toolbar. The user defines a new InfoBean to encapsulate
 the travel reservation service she usually uses: she is asked to draw a region on the still empty InfoBox page that should serve as the display area of the InfoBean. Since the user wants to use the original reservation service she is familiar with, she specifies it as a pure encapsulation and enters the URL of  the reservation service. Now the main task for the user consists of specifying output channels which means that other InfoBeans can read and use the data provided this way. Figure 1 shows in the top left frame  the HTML–form for requesting hotel information used by the reservation service. The relevant data to be caught for delivery w.r.t. a current stay are the name of the city, the hotel, and the date in order to be able to fetch current weather information. An InfoBean provides the ability to specify output channels in a very easy way by simply identifying the relevant information using direct manipulation. In the case of defining the output channel City this means that the user selects the text input field named ‘City:’. The InfoBean compiles this selection into the appropriate wrapper action
 in order to gather the specified information for delivery from the document. This programming by demonstration (PBD) process is described in detail in a subsequent section. The specification of the Hotel channel is done in a similar way. For the specification of the Date channel the user is given some assistance by the system. After defining tthe name of the new channel, the user has the option to classify the item as a member of a certain system–provided category, here the category ‘date’. Since a category like ‘date’ occurs on Web–pages in a great variety of different formats there is some predefined system knowledge on how to generate a wrapper that is able to translate a given date format into a selected target format, e.g. into a string representing the German style of writing a date. After choosing this output format the user selects the two selection fields beside ‘Arrival Date:’ and the system tries to generate the appropriate wrapper based on PBD.
 Assuming that this has been done successfully, the last thing to do is to specify the event when the current values of the channels should be computed and made available to be read by others. Regarding HTML–forms we are currently restricted to take ‘pressing the submit-button’ as the only possible event. 

[image: image1.wmf]The remaining InfoBeans to be specified by the user involve information gathering processes
 in ‘form–action–result’ documents. That structure is typical for Web–based database interfaces: you fill out a query form on one page, you submit the form which means that the remote database interface is called parameterized with the input fields of the form, and then the database returns a new page containing the answer to the specified query. There are different options to integrate such a process into an InfoBean:

1. The ‘form’ as well as the ‘result’ part is displayed.

2. Only the ‘result’ part is displayed.

3. All input fields of the form are connected to input channels of the InfoBean.

4. There are default values for input fields which are not related to input channels.

5. There is an additional user interaction for the non-related fields.

6. A definite part of the result page is selected and displayed.

The user specifies the InfoBeans regarding the hotel information, weather and map services using the options 2., 4., and 6. Specifying the input channels of the InfoBeans is done analogously to the definition of output channels described above. The selection of a part of the result page is specified using PBD on the basis of a concrete page instance.

What remains to be done is the definition of an output channel Street and the appropriate connection of the various  InfoBeans. Specifying the concept Street, i.e. the street name contained in the hotel’s address is again performed using PBD techniques. However, the situation is more complicated than before in the case of  selecting a specific input field of a form. Regarding the hotel information InfoBean in Figure 1, the name of the street is not the content of a specific fixed form field but occupies a portion of the document without obvious syntactic properties discriminating it uniquely from the rest of the document (see next section). Finally, specifying the necessary connections between the four InfoBeans is again very easy.  The user is confronted with a manageable two–column table containing graphical representations of  the input and output channels of the already specified InfoBeans. Adding a connection means to click the appropriate source (output channel) and target (input channel). Passing some consistency checks the connection is added to the list of established connections that again can be edited.

Now, the configuration of the ‘Business Travel’ InfoBox is complete
 and running the InfoBox works as described above.

Selection  of Relevant Information

Before an InfoBean can provide output data to be used by other components of the information service to be configured, it needs a means to identify and extract the relevant pieces of information contained in the HTML document it displays. The approach pursued here relies on the paradigm of programming by demonstration (PBD) in which the user assumes the role of a teacher or trainer for the system [5]. That is, the user demonstrates the selection of relevant data from a document, while the system tries to generate a unique characterization of these data – in terms of syntactic features of the document – and translate it into an operational access method.

The basic goal is to make the training process as painless as possible for the user. That is, the user should not be bothered with learning a programming language or even a protocol requiring some fixed interaction patterns. Instead, both user and system can take turns in initiating further iterations in a very natural kind of dialog in which the user 

· provides examples (and possibly counterexamples) of the concept to be learned by simply marking the corresponding document portions within the browser, 

· gives additional hints facilitating its unique identification, 

· asks the system to present its current hypothesis, and

· criticizes its performance.

The system, on the other hand, can offer to

· identify the next positive example within the current document by itself, 

· classify the user's selection using recognizers,
 and 

· present a simple natural–language translation of the selection script forming its current hypothesis. 

In a preprocessing step the document under consideration is enriched by additional tags like <WORD> and <SENTENCE> that  are used to better characterize the user's navigation through the document as well as features extending the interactive functionality of the page. It is important to note that these changes remain invisible to the user, that is, the appearance of the document within her browser will remain unaffected.

Parsing this modified document yields a tree that serves as the main data structure for the training process. The user's selection of document portions can be uniquely mapped onto this parse tree. Learning the concept hidden in the examples, i.e. in the user’s selections, then amounts to detecting regularities in the parse tree paths leading to the selected parts and translating them into operational access procedures in terms of HyQL.

HyQL [1] is an SQL–like WWW query language that supports flexible selection of document parts as well as navigation through the WWW by following hyperlinks. Its expressiveness allows document portions to be addressed in a variety of ways including enumeration of HTML structures from the beginning or the end of the document, using landmarks – salient features of a document like graphics or headings –, or string matching operations. Its additional support of user–defined macro operations makes it a well–suited target language for the PBD dialog.

A Sample PBD Session

Assume the user is confronted with the task to specify an output channel providing the street name of  the hotel currently presented in the lower left frame of Figure 1. This information is required as input for the city map InfoBean in the lower right frame. The system checks its database and finds that the following HyQL macro, “ADDRESS”, has already been defined for hotel sites of this server:

define ADDRESS as 

       select first TABLE after 

              first B matching "Adresse"

This expression is evaluated for the current HTML document and the corresponding text portion selected by it is highlighted. Note that the user who taught the system the above macro gave the hint to use the bold–face word “Adresse” as a landmark to uniquely identify that part of the text actually containing the hotel’s complete address.

The user easily recognizes that the information she is looking for is completely contained in the highlighted text and can thus make use of this limited context to quickly define a new wrapper for the street name. Marking the three words “Unter den Linden” (see Figure 1), the system recognizes this selection as a sequence of words (marked by the non–HTML tag <WORD>) contained in the first row (<TR>) of the ADDRESS context. Making use of various heuristics, it tries to find a reason for not selecting the complete first row of this table. One of these heuristics consists of finding a recognizer that is applicable to the selected text, but not to the rest or vice versa, i.e. using a number of predefined syntactic categories (like zip–code, phone number, etc.), the system attempts to find a criterion to discriminate the desired information from the rest. In the above case, the selected words do not contain numbers (as opposed to the house number, 77, that was left out by the user). The corresponding recognizer real_string is integrated into the HyQL script and offered to the user who can accept the system’s proposal or criticize it. In the former case the resulting script is

define STREET as 

       select interval 

         first element WORD 

            in first TR in first ADDRESS 

         to last element X_0 WORD 

            where real_string(X_0)

Note that this script works for all pages delivered by the hotel server under consideration as long as the current layout does not change significantly. A certain degree of robustness against format modifications is reached by the use of the landmark “Adresse” and the integration of the recognizer real_string.
Besides significantly simplifying the above script, the integration of the macro ADDRESS as an “abbreviation” is suited to improve the communication between system and user, as it does not have to exclusively refer to HTML structures, but also user–defined concepts. This will be particularly useful when the natural–language translation of HyQL scripts will be completely integrated into the system. 

THE InfoBean TECHNICAL ENVIRONMENT

The user interface for configuring and using InfoBeans is a standard Web–browser running DHTML (dynamic HTML) and JavaScript. On server side a specialized proxy service written in PROLOG is running. It handles standard HTTP–requests as well as a specialized protocol used during PBD and InfoBox configuration sessions. It has builtin–functionality for adapting HTML-pages according to InfoBean runtime needs (selection of document parts, introduction of event trigger) and PBD adaptation requirements (invisible annotation of documents). The PBD–engine is running in the proxy service on demand. The non–HTTP protocol is supported on client–side by an appropriate Java communication applet.

RELATED WORK

With an increasing interest in building software agents that use information available on the Web as one of their main knowledge sources the problem of learning how to handle these sources at least semi–automatically arises. The wrapper induction method [3] aims at automatically constructing content extraction procedures for Web sources. The system inductively learns a wrapper generalizing from example query responses. Opposed to our approach the information sources considered (and also the wrapper class intended) are limited to have a very specific structure. Since their approach also requires more than a few examples to work, a user–interactive approach with online integration of new information is not adequately supported.  

Further problems related to the process of integrating information from heterogeneous data sources like the need for fixed ontologies, knowledge exchange formats, and planning to gather information are addressed, e.g., in [4].
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Figure 1: An InfoBox configuration consisting of  four InfoBeans











� Encapsulation means that the original page is simply displayed in a frame of its  own.


� A wrapper is a small procedure able to analyze certain input data and translate them into a specific target format.


� Here the user has the option to check whether the PBD-system has built a correct wrapper by e.g. asking it to search the page for further instances of its hypothesis about the ‘date’ concept.


� In contrast to encapsulated pages, the information provided by such InfoBeans consists of virtual Web documents.


� A pure runtime version of the InfoBox is also available. It does not allow any changes to be made and all channels are hidden.


� Recognizers are simple procedures that can identify pieces of information using their syntactic structure (like zip-codes or phone numbers). Their role will be discussed later.
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